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(A) Search and Access Technologies for Large Scale Web Archives
Presenters
Joseph JaJa (University of Maryland), Sangchul Song, (University of Maryland)

Issues addressed
· Scalable time-based searches - - through select time periods of a collection - - are more efficient than larger mega-searches. 

· Demonstration included selecting a URL, then selecting a beginning and end date range based on an on-page calendar. Results of search were derived from the narrow search parameters.

Overview
When searching and accessing technologies for large-scale archives, the challenges are of scale and technology. Scalable architecture and related technologies developed by the ADAPT group at the University of Maryland, enable full-text date-range search and access of web archives. UMD is trying to create time windows, analysis of change rates throughout a web archive (collection) over selected chunks of time. Discovery of relevant contents based on unstructured queries involving temporal specifications, presentation of pertinent summary information in ranked order according to the temporal context. When significant change occurs, a new time window/index begins. The NutchWax: score is fixed. Ranking score is based on relevancy of query results within that time frame. The project is called "Adapt Web Archive Service." The existing methods of searching archived collections include a chronological listing of URLs, as IA does it; directory organization, as done by Pandora and Minerva; and full text, as with NutchWAX and WERA. Limitations: Chronological, users need to know URLs. Hierarchy: not scalable. Full text: ranking doesn’t consider individual time spans. This method lacks performance and scalability. 
If the main issue is scalability, the entire history needs to be examined. Multiple indices can be maintained but they each need to be searched. Time-independent ranking regards the selected span only. Current ranking schemes consider the entire history. Scalable and efficient time span searched. Divides history into smaller time windows and maintains smaller indexes for each time window. Having multiple time windows allows you to consider only the time windows you want to search. Select only the relevant indices from all the indexes. Ranking depends on the time span specified by the user. Results ordered according to user’s specification. This is the first step toward scalable and efficient “full text plus temporal” search. Distribute indexes over multiple search notes. Select time span, search web archives, sort results by URL or time. Expand and contract the search results. How relevant is the document within the select span of time? Sort by relevance; higher for shorter period of time. Mike Nelson, of ODU, commented that the advantage would be the historical time slices. He asked if users could search for continued search intervals and cache them, and Joseph JaJa said you could.
Action items 

· none
(B) Building Sustainable Digital Collections: Web Archiving for Public Access 

Presenter

Molly Bragg, Archiving Services, Internet Archive 

Issues addressed
· Presentation of IA’s ArchiveIt service
· Overview of ScopeIt pre-crawl test tool
Overview
The Internet Archive was officially designated as a CA library in 2007. They collect and display sites with their tools: Heritrix, Wayback, WARC and NutchWAX. ArchiveIt is a web-based app through which users can run their own crawls. IA hosts sites; owner gets to determine how the collection looks. There are many different types of content on a website: documents, videos, PDFs. IA collects all of it. The curators decide on what URLs to collect. Scope-It: allows partners to pre-scope the crawls and make a test without harvesting the data. Then it remembers all the rules and applies them to ArchiveIt for the real crawl. Search by keyword. 
Molly showed a few collections from ArchiveIt: 

· Stanford’s archived Iranian blogs. They have a lot of blogs. Some are hard to get too. They’re locked down. 

· The VA tech shooting

· The Electronic Literature organization. Archive born digital literature, poems and stories generated by computers. 

· Collections from the National Archive of Chile

Mike Nelson: Is Archive-it stuff in Wayback? Molly: yes, twice a year it is transferred to Wayback. Mike: Can you search across collections? Molly: not yet. But look for the URL registry at the bottom of any ArchiveIt page and it shows a seed URL registry, in alphabetic order, of what’s been crawled so far.
Mike: Do I have to build up list of URLs to collect? Molly: yes. The way the URLs are set up doesn’t change. Mike: So if I built an index mapped to your index the URLs wouldn’t change. 

Molly also noted that  60% of ArchiveIt users are using Dublin core metadata. 
Action items
· The LC web harvesting team should test ScopeIt if they have not already. 
(C) It’s “Real”: Public Access to Archives Built with the Web Archiving Service 
Presenter: Tracy Seneca, California Digital Library 

Issues addressed
· Demonstration of Web Archive Service, its function and curatorial options

Overview
The Web Archiving Service is a suite of tools for capturing and curating web sites. The site will finally be available to the public on July 7, 2009. Tracy demonstrated the features and how to use WAS. WAS has always focused on input from testers and partners. WAS is web based. Provide a site name, sub domain and scope choices. You’re capturing an event and you want to scrape the surface. In some cases you only get one page. You can decide, in scoping, if you want the link neighborhood or not. Do you want the other resources too? A state agency, do you want the stuff it’s linked to? Settings: how long do you want it to run? Compare how it changed from one capture to the next. Analyze site changes over time.
Tracy gave a demonstration of collections on California government sites on WAS: “Archiving California, State and Local.” The California State archives are the third largest .gov domain in US. CDL’s collection is growing by about 1 TB per month. At each level of local California government they’re archiving their sites. 
They observe Section 108 recommendations and observe a six-month QA period between harvest and public view. During that time they may discover things that should be suppressed. They use Heritrix to crawl and open-source Wayback to access the archives. The banner information at the top of the web page shows that you’re not on a live site. A curator can look at the captures and configure public access to the collection. Provide related links. Preview, 

Tracey said that they keep the URLs short by dropping the date stamp. 
Action items 

· Site debuts publicly on July 7, 2009

